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Answer all questions.  All questions are equally weighted.  The test is open book/open notes.

1. In the symmetric key digital signature scheme described in Bishop’s Computer Security (page 267, section 10.6.1, described there as “classical signatures”), Alice signs a document m by encrypting it in a key known only by Cathy (a trusted authority) and Alice, producing KAlice(m).  Alice send this encrypted message to Bob, who then sends it to Cathy.  Cathy decrypts it, reencrypts it in a key known only by Cathy and Bob, and sends the result, KBob(m), to Bob, who can decrypt it to get m.  Bob ends up with m, KAlice(m), and  KBob(m).   Cathy saves nothing, and Alice can choose to save m and KAlice(m) if she wants, but need not do so for signature checking purposes.  Would this be a better scheme if Cathy saved some information, such as m, KAlice(m), or  KBob(m)?  Why or why not?  Is there any advantage to Alice to save any of this information?

2. ssh, a program most of you have probably used, sets up a secure communications channel between two computers to allow a user on one machine to have a secure remote command shell on another machine.  If you perform an ssh to a machine for the first time, without any prior arrangements to communicate with that machine, you will get a message looking something like this:
The authenticity of host 'lever (131.179.192.136)' can't be established.

RSA key fingerprint is da:12:05:12:bb:28:72:79:e5:6d:2b:ab:7f:85:01:65.

Are you sure you want to continue connecting (yes/no)?

Why does the system print this message?  What danger are you risking if you answer yes?  Describe what an attacker would need to be able to do if he wished to exploit this danger, and what steps he would take to actually exploit it.  
3.  Consider a networked system where access control is provided by capabilities.  To prevent forging of capabilities, they are cryptographically created by trusted authorities, and their use requires checking of the cryptography.  Further, to ensure that users can’t trade capabilities at will, the cryptography ties the identity of the user to the capability.  The designers of the system want one possible capability-based access right to be the ability to give others access to the protected resource.  In other words, some capabilities allow the holder to transfer read/write/execute/append/etc. rights to another user.  Other capabilities do not allow such transfer of rights.

User A holds a capability for resource X allowing read and allowing user A to transfer read access to other users.  User A now wants user B to have read access to resource X.  What steps would the system take to perform this operation?  What kind of information would the system require to be able to create the necessary capability?  What information would have to be available to the reference monitor of resource X to determine whether read requests from users A and B should be satisfied?
